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From the Publisher

September’s now behind us, and the end of year holiday season

is fast approaching. I always consider it a bit early to be thinking
about December holidays, I was reminded of just how big a holiday
the Halloween evening has become. I recently visited our local mall
for something, and many stores were already starting to deck them-
selves out with ‘spooky’ savings and ‘ghoulish’ sales signs.

This time of the year tends to feel accelerated for me all around
for a number of reasons. Numerous annual bills all seem to come
due at the same time, my wife has multiple business trips planned
which wreak havoc with our routine, and the aforementioned suc-
cession of holiday messaging starts to kick in. Many of you with
children also get to experience the addition of schools activities

ratcheting up a notch as well.

Given all this speed up, I decided to look for ways to simplify things
in my life. Perhaps it’s a reaction to the rest of the world seeming to
careen out of control that I find myself trying to gain more control
over the things I can have an impact on. Try as I might, I can’t stop
the retail stores from assaulting me with “fall savings spectacular”

sales, but I can modify my software development habits.

I've recently attacked a new project with a ‘test first” approach, and
it feels great. I have not yet specifically been testing the JavaScript
portion of my project, because there’s no front end to speak of yet -
I'm firmly in the ‘back end’ side of things so far. But, between some
of the options available for testing JavaScript (both unit testing
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and browser testing via tools like Selenium) I think I'll be in good
shape. JSMag has had articles about unit testing JavaScript before,
but I'm also curious about your own experiences. What tools do
you use testing your JavaScript? Are you a ‘test first’ sort of person,
or do you write tests after the fact? Do you look for 100% code cov-

erage? Any tips or tricks you recommend?

This month’s issue brings us some familiar names, and a new one.
Rebecca Murphey is back this month and brings us her experiences
moving in to the world of Dojo as an experienced jQuery practitio-
ner. Shea Frederick brings us the first installment of a multi-part
series investigating JavaScript IDEs. Stoyan Stefanov continues his
monthly JavaScript Patterns column, taking a closer look at con-
structors in JavaScript. Christian Tiberg is back with a new piece
demonstrating real world techniques with inline editing using the
YUI toolkit. Matt Henry brings us the latest news from the JavaS-
cript world. Lastly, Scott Gonzalez brings us a write up of his recent
presentation at the jQuery conference in Boston, and covers how to

use jQuery UI’s widget factory.

If you're interested in contributing your JavaScript experiences and
knowledge to JSMag, please drop me a line. As always, comments,
questions and feedback are welcomed at michael@jsmag.com, or I
may be reached at 919.827.4724.
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Development Environments Compared

Top JavaScript development environments go head to head

with a code completion comparison.

Shea Frederick justarock@gmail.com  http://www.vinylfox.com

The compatrison starts with a common IDE feature near and dear
to everyones heart - code completion. We compare four major
IDE’s to see how their code completion stacks up against each
other, and how they perform for our needs.

We’ll be looking at what would be considered the “full featured”
set of development environments. These are editors that have
things like highlighting, debugging, source control, and code
completion built in — a true end to end code environment,
meaning we can go from text to source control, to build or
upload, all in a single interface.

Let’s Be Fanatic

We really should be passionate about the development environment
we use; there will always be small things we don’t like, but we can

put up with it. However, if we find that we wouldn’t recommend the
development environment we’re using to our friends, then its likely

not the one for us - time to move on.

Most JavaScript IDEs available actually start their lives as Java de-
velopment environments, and are morphed or extended to accom-

modate JavaScript. There are a few IDE leaders that stand out:

« Aptana - Built on the Eclipse base, this variation mostly
targets web developers, with some desktop development tools
like AIR built in. A built in web server, source control, and
ftp, along with many addition plugins, round out the package

nicely.

o Intelll] IDEA - The only editor we’re reviewing that does not
have a free version. It purports to have a non-intrusive and

intuitive approach.

« NetBeans - Supporting a plethora of languages from Python
to (of course) JavaScript, its goal is to be a single development
environment for the developer that works between many lan-

guages and environments.

o Spket IDE - An Eclipse based editor targeted at “Rich Internet
Applications”, and they keep their promise. Might not be our
best choice if we’re writing basic JavaScript, but it seems to
handle external JavaScript libraries very well.

It seems that each of these IDEs have a different idea about what
kind of JavaScript we should be developing. Some lean more to-
wards simple classes, while others expect a library to be used. This
is where our own needs come into play, allowing us to choose an
IDE that is targeted at our specific niche.

Code Completion

What we'’re looking for in a development environment is a way to
save time, by increasing our ability to write code that doesn’t blow
up due to basic errors (spelling, syntax, etc). One of the main things
that would help us code better and faster is if we didn’t have to look
at an API reference for every bit of code we write; this comes down
to how well the code completion actually recognizes our variables,
classes, and methods.

All of the aforementioned development environments have basic
JavaScript method completion, which helps us get through the
fundamentals of coding. Note the subtle differences with the code
completion shown in figures 1 through 4.

var str = "test";

375 str.

- =| ":f - Object Method String
78 =| 1 - Object key - key: "value"
9 =| :, - Object Value

80 =| :f - Object Method

51 ( anchor

32 [ .

Figure 1: Aptana - Basic JavaScript methods are offered along with a
help bubble on the right side (not shown).
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évar str = "test";
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Figure 2: Intelli] IDEA - Basic JavaScript methods are offered.
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Figure 3: NetBeans — Basic JavaScript methods are offered, with a
detailed help window above the current line of code.

var str = "test":

Str.
Bl

T charkt - String

fis charCodeAt - String

fis concat - String

Jo hasOwnProperty - Object

Figure 4: Spket IDE - Basic JavaScript methods are offered, along
with a help bubble on the right side (not shown). Almost identical to
Aptana, however the list has been filtered a bit more around what
we’re currently trying to do, so there are no conditional statements in
the list.

The basic JavaScript syntax code completion works almost identi-
cally in these four development environments. A few points should
be noted; first, that NetBeans offered a large and thorough help

window, and that Spket IDE offered code completion suggestions
that were only relevant to what we were currently doing. These two
differences are very useful when we’re trying to code quickly and
accurately.

Class Member Specific Code Completion

A class member specific code completion is when the editor offers
up methods or properties of a class that we have instantiated - it’s
one of those things hardcore JavaScript developers dream about,
the piece de résistance! The unfortunate thing is that its very com-
plex to implement, particularly with a loosely typed language like
JavaScript, so many IDEs do not (yet) have this feature.

In figures 5 through 8, we see what is offered up by our develop-
ment environments when we instantiate a new class, and try to get
a list of methods from that class.

var myzoTo = new GoTolpp() !

myGoTo.

"if - Object Method String

i - Object key - key: "value”

. - Object Value

if - Object Method

@ constructor

= doc.getElementByld - get Element by Ic

Figure 5: Aptana - The offering provided here has none of the mem-
bers of our class listed, so it would appear that the existence of a class
has not been detected.

var my@oTo = new GoTodpp():

mGoTo.

'E} goToFirst

| u ] pagesTotal
v currentPage
'E} goToLast

) initialize
v name

'E} _ﬂ setPageInfo

Figure 6: Intelli] IDEA - The offering here has all of our classes
members not only in the list, but at the top of the list; it’s like some-
one knew that when we have an instance of a class that the most
important code is in that classes members. Each item is also given a
distinct icon symbolizing what type of member it is, be it a method or
property.
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Implemented in:
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Figure 7: NetBeans - In the same fashion as Aptana, we are given a
list of methods and properties that are not specific to our instantiated
class.

var myGoTo = new GoTolpp() !

myGoTao,

Figure 8: Spket IDE - I'm not sure why, but we’re given no code com-
plete suggestions here. It seems that we’ve managed to totally confuse
this editor!

There’s no doubt here that Intelli] IDEA is leading the pack when it
comes to detecting what class we’ve instantiated, and offering code
complete based on the members of that class. This kind of thing
can prove incredibly useful when coding; it can keep us from hav-
ing to leave our editor and reference documentation, which slows
the coding process. For instance, if I know I want to call a method
that starts with ‘goTo’, but cant remember the rest of it, I can type
out ‘goTo’, and the list provided will spark my memory as to which
method I want to use.

Contextual Argument Help

Finding out what classes or methods you have in your arsenal is
great, but what about the arguments they take? Lets say I typed out
a handler - or even better, it auto completed for me — now how do I
know what arguments it accepts?

The development environments offering of arguments for a simple
method are shown in figures 9 through 12.

Most of these editors have an inability to recognize that we had a
reference to an instantiated class, making the task of figuring out
what arguments were available for those classes methods a losing
battle.

var myEoTo = new GoTolpp () :

myGoTo.goToPage ()

Figure 9: Aptana — We're provided with no help for the arguments of
the ‘goToPage’ method.

évar myzoTo = new GoTolpp() !

myGoTo.goToPage ()
| [Integer] page |

Figure 10: Intelli]l IDEA - We're presented with a simple tip that tells
us the name of the argument, and what data type it is. This informa-
tion is gathered from the JSDoc comments that are present in the
class - just the basic information.

var myGzoTo = new GoTolpp():

myGoTo.goToPage ()

Figure 11: NetBeans — Again, the editor seems to be totally un-
aware of our class and its methods, providing no suggestions for the
arguments.

var myzoTo = new GoTolpp():

myGoTo.goToPage (|)

Figure 12: Spket IDE - This editor was also unable to tell us what
arguments this method took.

What’s Next?

For me, the clear winner in this comparison was Intelli] IDEA, for
its ability to determine the methods of the class I had instantiated,
along with being able to read the JSDoc comments and provide

Continued on page 9
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Building Stateful jQuery Plugins

How to use jQuery UI's widget factory

Scott Gonzalez scott.gonzalez@gmail.com http://nemikor.com

jQuery has changed the way we write and organize code by
defining a sane, flexible API for the DOM. However, sometimes the
“find elements, do something” pattern isn’t what you’re looking
for. This can be especially true when working with feature-rich,
stateful plugins. In this article we’ll look at how jQuery Ul's widget
factory solves these problems by using it to build a progress bar.

Background

Over the past few years, jQuery has dominated the web develop-
ment community with its simple, yet brilliant, APIL. The “find
elements, do something” pattern and ability to chain function calls
together combine to create code that reads like English. jQuery’s
simplicity and almost nonexistent learning curve have made it
extremely popular among developers and designers alike. Equally
as important as its ease of use is its extensibility. With an extension
system that makes creating a plugin as simple as writing a func-
tion, jQuery has been able to maintain a lean core while offering an

almost unlimited amount of functionality.

The combination of jQuery’s simple plugin system and its active
community has resulted in over 2,000 plugins being listed in its
plugin repository (http:/plugins.jquery.com/). However, like all
core methods, the majority of these plugins only provide stateless
functionality. While these plugins are extremely useful and neces-
sary, there’s a large set of functionality that doesn’t fit into the basic

plugin pattern.

A New Plugin System

In order to fill this gap, jQuery UI has implemented a more
advanced plugin system. The new system manages state, allows
multiple functions to be exposed via a single plugin, and provides
various extension points. This system is called the widget factory,
and is exposed as jQuery.widget. In this article, we’ll explore
the various features provided by the widget factory by building a
simple progress bar plugin using jQuery UT 1.8al.

Building a Plugin

To start, we’ll create a progress bar that just lets us set the progress
once. As we can see in listing 1, this is done by calling jQuery.
widget with two parameters: the name of the plugin to create and
an object literal containing functions to support our plugin. When
our plugin gets called, it will create a new plugin instance and all
functions will be executed within the context of that instance. This
is different from a standard jQuery plugin in two important ways.
First, the context is an object, not a DOM element. Second, the

context is always a single object, never a collection.

$.widget('jsmag.progressbar', {
_init: function( {
var progress = this.options.value + '%';
this.element
.addClass('progressbar')
.text(progress);
}
IDH

Listing 1: Creating a plugin using the widget factory

The name of the plugin must contain a namespace; in this case,
we’ve used the jsmag namespace. There is currently a limitation
that exactly one namespace must be used. From listing 1, we can
also see that the widget factory has provided two properties for us.
this.element is a jQuery object containing exactly one element.
If our plugin is called on a jQuery object containing multiple ele-
ments, a separate plugin instance will be created for each element,
and each instance will have its own this.element. The second
property, this.options, is a hash containing key/value pairs

for all options for our plugin. These options can be passed to our
plugin, as shown in listing 2.

$('<div></div>")
.appendTo('body")
.progressbar({ value: 20 });

Listing 2: Initializing the progress bar
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When we call jQuery.widget, it extends jQuery by adding a
function to jQuery.fn (the system for creating a standard plugin).
The name of the function it adds is based on the name you pass to
jQuery.widget, without the namespace; in our case, “progress-
bar”. The options passed to our plugin are the values that get set in
this.options inside of our plugin instance. As shown in listing 3,
we can specify default values for any of our options. When design-
ing your API, you should figure out the most common use case for
your plugin, so you can set appropriate default values and make all

options truly optional.

$.jsmag.progressbar.defaults = {
value: 0
b

Listing 3: Defining default option values

Calling Plugin Methods

Now that we can initialize our progress bar, we’ll add the ability

to perform actions by calling methods on our plugin instance. To
define a plugin method, we just include the function in the object
literal that we pass to jQuery.widget. We can also define “private”
methods by prepending an underscore to the function name, as

shown in listing 4.

$.widget('jsmag.progressbar', {
_init: function() {
var progress = this.options.value + '%';
this.element
.addClass('progressbar')
.text(progress);
}!
// create a public method
value: function(value) {
// no value passed, act as a getter
if (value === undefined) {
return this.options.value;
// value passed, act as a setter
} else {
this.options.value = this._constrain(value);
var progress = this.options.value + '%";
this.element.text(progress);
}
}1
// create a private method
_constrain: function(value) {
if (value > 100) {
value = 100;
}
if (value < 0) {
value = 0;
}
return value;
}
b

Listing 4: Adding methods to a plugin

To call a method on a plugin instance, you pass the name of the
method to the jQuery plugin. If you are calling a method that
accepts parameters, you simply pass those parameters after the

method name, as shown in listing 5.

Note: Executing methods by passing the method name to the same
jQuery function that was used to initialize the plugin may seem
odd. This is done to prevent pollution of the jQuery namespace while
maintaining the ability to chain method calls. Later in this article

we’ll see alternative uses that may feel more natural.

var bar = $('<div></div>")
.appendTo('body")
.progressbar({ value: 20 });

// get the current value
alert(bar.progressbar('value'));

// update the value
bar.progressbar('value', 50);

// get the current value again
alert(bar.progressbar('value'));

Listing 5: Calling methods on a plugin instance

Working with Options

One of the methods that is automatically available to our plugin

is the option method. The option method allows you to get and
set options after initialization. This method works exactly like
jQuery’s css and attr methods: you can pass just a name to use it
as a setter, a name and value to use it as a single setter, or a hash of
name/value pairs to set multiple values. When used as a getter, the
plugin will return the current value of the option that corresponds
to the name that was passed in. When used as a setter, the plugin’s
_setData method will be called for each option that is being set.
We can specify a _setData method in our plugin to react to option

changes, as shown in listing 6.

$.widget('jsmag.progressbar', {

_init: function() {
this.element.addClass('progressbar');
this._update();

1,

_setData: function(key, value) {
this.options[key] = value;
this._update();

1,

_update: function() {
var progress = this.options.value + '%';
this.element. text(progress);

}

1

Listing 6: Reacting to option changes after initialization
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Adding Callbacks

One of the easiest ways to make your plugin extensible is to add
callbacks, so users can react when the state of your plugin changes.
In listing 7, we see how to add a callback to our progress bar to sig-
nify when the progress has reached 100%. The _trigger method
takes three parameters: the name of the callback, a native event
object that initiated the callback, and a hash of data relevant to the
event. The callback name is the only required parameter, but the
others can be very useful for users who want to implement custom
functionality on top of your plugin. For example, if we were build-
ing a draggable plugin, we could pass the native mousemove event
when triggering a drag callback; this would allow users to react to
the drag based on the x/y coordinates provided by the event object.

$.widget('jsmag.progressbar', {

_init: function(Q {
this.element.addClass('progressbar');
this._update();

}!

_setData: function(key, value) {
this.options[key] = value;
this._updateQ);

}!

_update: function() {
var progress = this.options.value + '%';
this.element.text(progress);
if (this.options.value == 100) {

this._trigger('complete', null, { value: 100 });
}
}
b

Listing 7: Triggering a callback

Callback functions are essentially just additional options, so you
can get and set them just like any other option. Whenever a call-
back is executed, a corresponding event is triggered as well. The
event type is determined by concatenating the plugin name and
the callback name. The callback and event both receive the same
two parameters: an event object, and a hash of data relevant to the
event, as shown in listing 8.

Your plugin may have functionality that you want to allow the user
to prevent. The best way to support this is by creating cancelable
callbacks. Users can cancel a callback (or its associated event) the
same way they cancel any native event, by calling event.prevent-
Default(), or returning false. If the user cancels the callback,
the _trigger method will return false so you can implement the
appropriate functionality within your plugin.

var bar = $('<div></div>")
.appendTo('body")
.progressbar({
complete: function(event, data) {
alert('Callbacks are great!');

}

b

.bind('progressbarcomplete', function(event, data) {

alert('Events bubble and support many handlers for
extreme flexibility.');

alert('The progress bar value is

b;

+ data.value);

bar.progressbar('option', 'value', 100);

Listing 8: Extending a plugin via callbacks

Looking Under the Hood

Now that we’ve seen how to build a plugin using the widget factory,
let’s take a look at how it actually works. When you call jQuery.
widget, it creates a constructor for your plugin, and sets the object
literal that you pass in as the prototype for your plugin instances.
All of the functionality that automatically gets added to your plugin
comes from a base widget prototype, which is defined as jQuery.
widget.prototype. When a plugin instance is created, it is stored
on the original DOM element using jQuery.data, with the plugin

name as the key.

Because the plugin instance is directly linked to the DOM ele-
ment, you can access the plugin instance directly instead of going
through the exposed plugin method. This will allow you to call
methods directly on the plugin instance, instead of passing method
names as strings, and will also give you direct access to the proper-

ties of the plugin, as shown in listing 9.

var bar = $('<div></div>")
.appendTo('body")
.progressbar()
.data('progressbar');

// call a method directly on the plugin instance
bar.option('value', 50);

// access properties on the plugin instance
alert(bar.options.value);

Listing 9: Accessing the plugin instance via jQuery.data

Extending the Prototype of a Plugin

One of the biggest benefits of having a constructor and prototype
for a plugin is the ease of extending the plugin. By adding or modi-
fying methods on the prototype of the plugin, we can modify the
behavior of all instances of our plugin. For example, if we wanted
to add a method to our progress bar to reset the progress to 0%, we
could add this method to the prototype (as shown in listing 10), and

it would instantly be available to be called on any plugin instance.
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$.jsmag.progressbhar.prototype.reset = function() {
this._setData('value', 0);
1

Listing 10: Modifying the plugin’s prototype

Cleaning Up

In some cases, it will make sense to allow users to apply and then
later un-apply your plugin. You can accomplish this via the de-
stroy method. Within the destroy method, you should undo
anything your plugin may have done during initialization or later
use. The destroy method is automatically called if the element
that your plugin instance is tied to is removed from the DOM, so
this can be used for garbage collection too. The default destroy
method removes the link between the DOM element and the plugin
instance, so it’s important to call the base function from your
plugin’s destroy method as shown in listing 11.

$.widget('jsmag.progressbar', {

_init: function(Q {
this.element.addClass('progressbar');
this._update();

}!

_setData: function(key, value) {
this.options[key] = value;
this._update();

}’

_update: function() {
var progress = this.options.value + '%';
this.element.text(progress);
if (this.options.value == 100) {

this._trigger('complete', null, { value: 100 });
}

}!

destroy: function() {
this.element

IDEs  Continued from page 5

.removeClass('progressbhar')
text('');

// call the base destroy function
$.widget.prototype.destroy.call(this);
}
s

Listing 11: Cleaning up with the destroy method

Learn More

o The official widget factory documentation is available at http://
wiki.jqueryui.com/Widget-factory

o The source code for the 1.8al widget factory is available at

http://jquery-ui.googlecode.com/svn/tags/1.8al/ui/ui.core.js

o The source code for the current (trunk) widget factory is avail-
able at http://jquery-ui.googlecode.com/svn/trunk/ui/jquery.

ui.core.js

o An online demo of all the functionality in this article is
available at http://example.nemikor.com/x/jsmag/2009-10-
building-stateful-jquery-plugins/

Scott Gonzdlez is a web application developer living in Raleigh,
North Carolina, currently working for iContact. He has been
contributing to jQuery since 2007 and is currently the development
lead for jQuery UL, jQuery’s official user interface library. Scott also
writes tutorials about jQuery and jQuery UI on http://nemikor.
com and speaks about jQuery at conferences. He is also a co-author
of the upcoming book jQuery Cookbook’. Follow @scott_gonzalez
on Twitter to find out what else he’s doing.

contextual help from them. I have to wonder if the reason other
editors are behind in this area is due to their free nature; if so, why
are we not donating more to their causes?

Next month, we’ll delve into a comparison of syntax highlighting
between these IDEs. For now, we can play with these editors some
more and see how they feel to us - see if they fit!

Learn More

« Aptana - http://www.aptana.org

« Intelli] IDEA - http://www.jetbrains.com/idea/

« NetBeans - http://www.netbeans.org/

o Spket IDE - http://www.spket.com

Shea’s expertise is drawn from community participation, and his
own experience as the architect of several large web sites and web
applications. As part of his effort to make building intuitive user
interfaces easier for new programmers, Shea has written web-
based tutorials and is a co-author of “Learning Ext]S” (2008, Packt
Publishing). He currently lives in Baltimore, Maryland with his
wife and two dogs and spends time skiing, biking, and watching the
Steelers.
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Dojo Confessions

Or: How I gave up my jQuery security blanket and lived to tell the tale

By Rebecca Murphey

I recently had the opportunity to architect the front-end of a new
web application from scratch, and after years of using jQuery, |
decided to give Dojo a try. For a variety of reasons — not least of
which was Dojo’s approach to code organization and dependency
management — | thought this would be a good project to get
some real-world Dojo experience under my belt. What follows is
an overview of Dojo from the perspective of an avid jQuery user.

I've been using jQuery for years. Its simplicity is seductive; after

a while, it kind of writes itself. And maybe that was my problem:

I was ready to try something new. Many months ago, I wrote on
Twitter that I was interested in learning more about Dojo. Rey
Bango, jQuery evangelist, wrote back, and put me in touch with
Pete Higgins, the Dojo project lead. Pete proceeded to lobby me for
months to give his “unified toolkit” a try.

I dabbled. I read the docs. Pete plied me with sample code to show
me what I was missing, and even drove to North Carolina to lead
a Dojo camp. In August, I decided it was time to stop dabbling
and dive in. I'd just finished writing some essentially library-less
JavaScript for a web-based iPhone application, a task that left me
much more confident in my knowledge of JavaScript. With the
mobile site out of the way, the client was ready to build the desktop
version (I leave it as an exercise for the reader as to why the mobile

version came first), and I would be in charge of the front end.

It was time to choose a library; this time, I chose Dojo.

Deciding on Dojo

The decision to try a new library on a client project was a tough one
— I knew that I could write the basic functionality of the site using
jQuery a whole lot faster than I would write it with Dojo, simply
because I knew my way around jQuery so much better. Using Dojo
would mean I'd be looking up a lot of things, from simple stuff like
how to work with DOM selections, to more complicated tasks like

how to structure my code for the purposes of reuse and abstraction.

As my work on the project progressed and the deadline neared, I
had plenty of second thoughts. A few things convinced me to stick
with Dojo when the going got tough:

rebecca@rebeccamurphey.com www.rebeccamurphey.com

Code organization patterns: Dojo provides pretty clear guid-
ance on structuring both your features and your codebase. I've
given a lot of thought to organizing jQuery code. I wrote an
article on the topic for JSMag and gave a presentation on the
topic at the jQuery conference. I was eager to try a library that

explicitly answers the organization question.

Class inheritance: I knew from the start that I was going to
use a lot of interaction patterns over and over. I wanted to be
able to write those patterns in a way that would let me use
them across features while still staying DRY. The class inheri-
tance provided by dojo.declare() was an elegant, easy-to-
use solution to the problem.

Dependency management: Being able to easily manage de-
pendencies was a huge draw for me; it promotes reuse and ab-
straction in a big way. Dojo’s dependency management would
also pave the way to easily building production-ready files that
would combine all the necessary functionality for a given type
of page, reducing the number of HTTP requests required.

Service method descriptions: This particular application
relied on XHRs (AJAX) in a big way. Dojo’s service method
description approach would let me manage the URLs and
parameters for those requests in a single place, keeping pieces
that might change separate from the core code. Eventually,
theoretically, the server-side code could actually generate this
SMD file automatically. More on this in a bit.

Templating: All the XHR responses were JSON, which I'd
need to turn into HTML. jQuery has templating plugins to
solve this problem, so this wasn’t really a differentiating factor,
but nonetheless it was going to make my life easier. I could
maintain the templates for turning JSON into HTML sepa-
rately from my JavaScript, and even programmatically choose

the template depending on the situation.

The meaning of this: When binding a function to an event
on an element in jQuery, this inside the function refers to
the element that triggered the event. This is arguably desirable

for simple code, but when you start organizing your code into
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objects with methods and you want this to refer to the object,
not the element, it can get painful. The dojo.hitch() method
lets you cleanly change the meaning of this for any given

function, and it’s transparently rolled into other methods, such

as dojo.connect() for event binding.

« Documentation and support: Dojo has a reputation for poor
documentation, and to some extent it’s deserved. Their docu-
mentation is a whole lot harder to use than jQuery’s because,
at first glance, it’s quite a bit more scattered and substantially
more API-based than task-based. However, once I figured out
where to look for the docs I needed (http://docs.dojocampus.
org/manual/index), finding answers to my questions was
pretty painless. I also leaned heavily on some experienced
Dojo developers for guidance and support, and dropped in to

the ever-helpful #dojo IRC channel on Freenode if I got stuck.

Getting Started

The first step was assembling my new toy. I opted to use the library
via Google’s CDN so I could get up and running as quickly as pos-

sible. After that, it was time to figure out how I'd organize my files.

Dojo actively supports namespaces for components, which means
you can put your application files in one or more directories and
associate your namespaces with those directories. I created a high-
level controller file in the root /js directory; it would be respon-
sible for figuring out which functionality was required for a given
page (a decision I'll eventually revisit). Then, I created a directory
inside the root /js directory, where I'd put all of the individual files

for the various components.

Because I was using the Google-hosted version of Dojo, I had to put
a script tag in my header template, before I included the base dojo.

js, telling Dojo where to find my local files:

<script>var djConfig = { baseUrl
script>

'/static/js/' };</

Finally, I included a line in my controller file to tell Dojo where to

find the namespace I'd be using:

dojo.registerModulePath('myNamespace',
myNamespace') ;

"../3s/

Figuring out all of these pieces may have been the hardest part of
making the switch to Dojo — it was a whole lot more setup than I
was used to with jQuery, and though it is all documented, it took a
bit of effort to find the details and to get the paths set up correctly.
The time it took to get everything working properly was time that

I spent wondering whether I'd made a good decision. Once it was
working, it was time to write some actual code and try to answer

that question.

Get Some Elements,
Do Something With Them

Those words sum up the jQuery paradigm. In jQuery, you query
the DOM using a CSS selector, and the result of that query is a
jQuery object, which you can then operate on using method chains.
It’s fairly rare in jQuery to work directly with a DOM element.
While Dojo supports this paradigm through its dojo.query()
method and the NodeList it returns, it’s common in Dojo to work
directly with a DOM element rather than a NodeList.

My initial inclination was to stick with what I knew from jQuery,
and to use dojo.query() to get everything I wanted to work with.
As 1 dug in, though, I discovered that it could actually be just as
elegant (and less expensive) to work directly with DOM elements,
even though they didn’t come with any of the magic of a jQuery
object. The syntax for doing so was a bit different — for example,
‘f00’) instead of $(my-
DomElement).addClass(‘foo’) — but the more code I wrote, the

dojo.addClass(myDomETement,

more frequently and easily I found myself using the dojo.addClass
syntax instead.

Embracing this approach was especially valuable when it came to
methods that returned something. For example, the dojo.con-
nect() method (used to connect events to elements, similar to
$(0.bind(Q)) returns a connection object, which can be stored and
disconnected later without having to know which element the event
was attached to. This is, in a word, awesome. It’s also an example

of how Dojo requires you to think somewhat differently about how

you write your JavaScript.

Returning a Result For the Win

Along those lines, I had to get used to the fact that a lot of Dojo
methods returned objects that I could talk to later. For example,
dojo.animateProperty() created an animation object which
could later be play()’d. All of the XHR methods — and asynchro-
nous methods in general — returned a “deferred” object, to which I

could later add success and failure callbacks.

jQuery does return the native XHR object from its $.ajax()
method, so you can technically add callbacks there too. What I
liked about Dojo’s deferred approach is that it provides a common,
simple interface for interacting with all asynchronous operations,

and even lets you define your own.

Getting the hang of how to take advantage of these things took
some doing, coming from the more procedural, chained world of
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jQuery, where just about everything returns a jQuery object. Soon,
though, I was setting up animations long before I was ready to play
them, and adding callbacks to XHRs after they started.

SMDs: A Unified Way to Talk to the Server

One thing I really wanted to try with Dojo was making use of
Service Method Descriptions, or SMDs. An SMD file basically con-
tains information about all of the services provided by a resource.
In my case, the resource was the server-side application, which I'd
be communicating with to request JSON data.

By creating an SMD file, and then instantiating a new Service based
on that file, I could create a single place for managing all the paths
and parameters I'd use to get what I needed from the server. When
I asked the server for something, the Service I created would return
a deferred object, to which I could attach callbacks. In the back-
ground, Dojo was just running an XHR, but my individual classes
didn’t have to worry about the details — I just had to worry about
the name of the method and the parameters it required, and the
Service I'd defined and instantiated would take care of the rest.

For my initial work, I just created the SMD file by hand, but eventu-
ally it’s easy to see how the SMD could be generated by the server-
side application itself.

{
transport : '"GET',
envelope 'PATH',
target '/json',
services : {
callouts : {
parameters : [
{ name : 'callouts', type : 'string' }
] ’
returns : 'object'’
}
}
}

Listing 1: A very simple SMD file (json.smd)

dojo.provide('myProject.Callouts');

dojo.require('dijit._Widget');
dojo.require('myProject.Services');
dojo.require('dojox.rpc.Service');

dojo.declare('myProject.Callouts', dijit._Widget, {
cache : {3},

services : new dojox.rpc.Service(dojo.
moduleUr1('smd', 'json.smd')),
postCreate : function() {
// ...
}!

_Tookup : function() {
var val = this.domNode.value;

if (this.cache[val]l) {
this._handleResult(this.cache[vall);

} else {
var ¢ = this.services.json.callouts({
'callouts' : val
b

c.addCallback(dojo.hitch(this,
function(resp) {
this.cache[val]
b
);

= resp;

c.addCallback(dojo.hitch(this,
' _handleResult'));

}7

_handleResult :
// ...
}
b

function(resp) {

Listing 2: A class that makes use of the SMD.

Dependency Management and Building

I'love jQuery, I do, but this is an area where it is sorely lacking. It
offers little guidance on how to structure your codebase, how to
ensure that everything you need is loaded, or how to build your
code into production-ready files. Dojo really shines here, but again,
it takes a bit of getting used to.

The base dojo.js includes a ton of basic functionality, but I had to
quickly learn to dojo.require() additional functionality as I
needed it. In jQuery, you'd do this simply by adding another script
tag to your HTML; dojo.require() basically does this for you pro-
grammatically, but checks to see that the required code hasn't already
been included first. This means each of your components can require
exactly what it needs, and it’s perfectly safe to require the same thing
more than once. The flip side of this is that if you forget to require
something you need, or if you require it using the wrong name, it’s

not always clear exactly where you made the mistake.

Each file that will be dojo.require()’d begins with a dojo.
provide() statement, telling the dependency management system
that it has, indeed, found the right file. After that, the file can go on
to dojo.require() its own dependencies, which Dojo loads before
proceeding with the rest of the file’s code. The dojo.provide()
method also sets up the object chain along the path; for example, if
youdojo.provide(‘a.b.c.d’), you can then safely do a.b.c.d.e

= L coa I

When it comes time to assemble your individual files into produc-

tion-ready, combined, minified files, Dojo’s build system is able to

JSMag

12

October 2009

1 copy licensed to rharding@mitechie.com 10/07/2009 12:50:25 PM



parse dojo.require() statements and automatically include the
appropriate files; with jQuery, this is a much more manual process
that can be difficult to maintain.

Creating a build wasn’t as straightforward as I'd hoped it would be,
and I stumbed a lot along the way. It took a bit of doing to get all
of the paths just right, and to figure out how to have a repeatable
build process that we could roll up into our full release process.
The payoff was big, though: I could keep my files organized how

I wanted them, but only serve one file in production. The build
system figured out the steps in between.

Organization, Inheritance and Abstraction

As I mentioned above, code organization has been a big issue for
me with jQuery. I've developed some patterns that I use to keep my
code sane, but plenty of other jQuery developers have not, which
can make working with other people’s code rather painful. While
it’s certainly possible to write procedural, disorganized code with
Dojo, dojo.declare() provides a clear way to avoid it.

I talked earlier about creating a namespace for my code and an
associated directory. When it came time to start writing, I created
individual files in that directory for each component on the page. In-
side each file, I indicated which component the file was providing via
dojo.provide(), loaded any dependencies via dojo.require(),
and then created a class in the namespace using dojo.declareQ.

The dojo.declare() method takes three arguments: the name

of the class you want to create (‘myNamespace.Thinger’), other
classes you want to “mix in” to your new class (if any — this
argument can be null, a single class, or an array of classes), and,
lastly, an object that defines the class methods and properties. The
result is a class that can be instantiated using new myNamespace.
Thinger(); the object that’s created encapsulates all the behaviors
and states associated with a particular Thinger, and you can have as
many instances of Thinger as you want.

The mixing in thing is huge, because it lets you have a class that in-
corporates methods defined in another class. For example, I created
a class called myNamespace.Toggler that would show either the
first item in a list or all of the items in a list; clicking on the first list
item would toggle between the behaviors. Once the myNamespace.
Toggler class was created, other classes could inherit its behavior
simply by passing a reference to the myNamespace.Toggler class
as the second argument of dojo.declare(). I was able to encap-
sulate the Toggler behavior in a reusable way, and keep the code for
the classes that inherited the Toggler behavior nice and clean.

Event Management

I mentioned earlier that Dojo has a slightly different take on event
binding than jQuery. I should also say that you can bind events to
entire NodeLists (the result of dojo.query()) if you want, using

.connect() (or convenience methods like .onclick(), etc.). How-
ever, if you want a reference to the connection for later use, dojo.
connect() is your friend.

I created a component using dojo.declare() that was responsible
for managing user interaction with a star rating UT element. I used
dojo.connect() to hook up some mouseover/mouseout behaviors
to the element, and stored the returned connections as properties of
the component. When the element was clicked, I registered the rat-
ing, and I wanted the mouseover/mouseout behaviors to go away;
eliminating them was simply a matter of dojo.disconnect()-ing
the stored connections.

dojo.provide('myProject.Stars');
dojo.require('dijit._Widget');

dojo.declare('myProject.Stars', dijit._Widget, {
postCreate : function() {
this.stars = dojo.query('div', this.domNode)[0];
this.input = dojo.query('input', this.domNode)[0];
this.hoverConnections = [];

for (i=1; i<6; i++) {
var span = dojo.create('span', {
'data-value' : 1,
'class' 'star_helper'

b;

this.hoverConnections.push(dojo.connect(span,
'onmouseover', this, '_update'));
this.hoverConnections.push(dojo.connect(span,

'onmouseout', this, '_reset'));
this.connect(span, 'onclick', '_vote');
dojo.place(span, this.stars, 'last');
}
}1
_update : function(e) {
var val = dojo.attr(e.currentTarget, 'data-
value');
dojo.attr(this.domNode, 'class', 'stars value_' +
val);
}!
_reset : function(e) {
dojo.attr(this.domNode, 'class', 'stars value_0');
}7
_vote : function(e) {

dojo.forEach(this.hoverConnections,
function(connection) {
dojo.disconnect(connection);

b;

this._update(e);
this.input.value =
'data-value');
}
1

dojo.attr(e.currentTarget,

Listing 3: Event binding
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Publish and Subscribe

With all of the XHR traffic occurring on the page, I wanted a way
to shut it off if the user was inactive for a little while, but I didn’t
want to write the code for handling that inside every component
that used XHR.

Dojo’s pub/sub tools offered the perfect answer. I created a new
component whose sole purpose was to watch for inactivity; when it
discovered inactivity, it would dojo.publish(‘/user/inactive’).
Then, other components — the ones I'd already written, and ones

I write in the future — could subscribe to the /user/inactive topic
and react accordingly.

Pub/sub is an excellent way to allow this sort of abstract com-
munication between components. The component that publishes

a “topic” doesn’t care who’s listening; the component that sub-
scribes to a topic doesn’t care which component sent it. It’s another
example of how Dojo leads you to think a bit differently about how
you architect your applications — knowing about pub/sub can help
you write much more loosely coupled code.

What | Missed from jQuery

jQuery’s event delegation-related methods .Tive() and .is() were
hard to live without. There’s a reasonable way to mimic .is(), but
no out-of-the-box replacement for .1ive() — you end up writing
your event delegation yourself. Dojo does have dojo.behavior(Q),
which automatically binds event handlers to elements that match a
given selector as they’re added to the page; however, the event han-
dlers are bound to individual elements, and there’s no way to pro-
vide a context to the selector that you pass to dojo.behavior(Q).

This may be my noob-ness talking, or maybe I'm just used to the
error messages I'd see when I did something wrong with jQuery,
but I often found myself feeling that the error messages from Dojo
were too cryptic. Worse, sometimes I'd do something wrong and it
would seem to fail silently. I spent a lot more time in Firebug track-
ing down the errors of my ways.

In general, the thing I really missed from jQuery was the “it just
works” aspect of the library. I expect that with time I'll feel that way
about Dojo, but in the meantime there are definitely growing pains.
I had to constantly remind myself that the way to solve a problem
in Dojo might not be the same way I'd solve it in jQuery. More than
once I rewrote a slew of code when I discovered some Dojo meth-
odology or approach I hadn’t known about before.

Conclusion

Lest Rey worry that he never should have introduced me to Pete

in the first place, fear not: I don’t expect to give up jQuery any-

time soon. If anything, I'm excited to see how the library and the
community mature and start answering some of the organization
and dependency management questions I mentioned above. As

a library, jQuery most definitely has its place; it has virtually no
barriers to entry and it has helped usher in an era where it’s dead-
simple to create rich, interactive websites.

Deciding to use Dojo instead was something of a gamble. I had to
convince the project lead that it was a good decision, which was
challenging considering the popularity of the jQuery library. He
asked lots of pointed questions about the maintainability of the
code if I were to leave the project, and those questions were well de-
served. If anything, though, I think that choosing Dojo has actually
increased the maintainability of the code by presenting clear pat-
terns for organization, abstraction, and dependency management.

Did it take a while to come up to speed with Dojo? For sure. Will a
jQuery developer off the street be able to jump right in to the code I
wrote? Possibly not. At the end of the day, though, it is just JavaScript,
and any skilled JavaScript developer should be able to find their way
around. They’ll almost certainly find, given an hour or two, that the
code I wrote is easier to follow than some of the jQuery code I've run
into that doesn’t make use of good organizing principles.

In the meantime, I hope to be working on the project for a while to
come, and I expect the trouble I went through to come up to speed
on Dojo will pay big dividends as the application I'm working on
grows and matures.

Learn More

+ Dojo documentation: http://docs.dojocampus.org/manual/
index

o Service method descriptions: http://www.sitepen.com/
blog/2008/03/19/pluggable-web-services-with-smd/

+ jQuery pub/sub plugin: http://higginsforpresident.net/js/static/
jq-pubsub.js

« Twitterverse, an example of a simple Dojo application: http://
github.com/phiggins42/twitterverse

« Dojo: The Definitive Guide, by Matthew A. Russell: http://or-
eilly.com/catalog/9780596516482/

Rebecca Murphey is an independent front-end architecture consul-

tant based in Durham, N.C. She is a contributor to an upcoming

jQuery Cookbook from O’Reilly.
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No Reloads, Back/Forward Support
and Inline Editing — In One Site

Christian Tiberg ctiberg@gmail.com

I'd been hearing that it’s now possible to build a website that
doesn’t ever load a new page, but still works with the Back and
Forward buttons on your browser. This got me interested in seeing
what that entailed, in order to possibly offer the model to present
and future customers. To ensure the site would be fast, | wanted
to cache any pages that have already been visited in memory, to
reduce server traffic even more. To cap it off, | wanted to be able

to edit the content of the site in place, i.e. clicking the part which
Iwant to edit. Of course, this entire thing should also be fully
searchable by Google — can we really get all of this?

The first step was to identify what I needed to get this done - there’s
a few things I ended up needing:

 Yahoo User Interface library (YUI) has a YAHOO.uti1.His-
tory class that helps with making the Back and Forward
buttons work without reloading the page. The YAHOO.uti1.
Connection class could help with loading content, but doesn’t
provide methods to get JavaScript loaded along with HTML.
YAHOO.widget.Editor isn’t as mature as I’d like, and it isn’t
available in multiple languages (I need Swedish here, as many

of my users don’t understand enough computer English).

+ The Bubbling library has YAHOO.plugin.Dispatcher, that
solves the issue of getting JavaScript loaded as well as HTML.
It also has a method for listening for clicks on multiple links

without explicit listeners.

« FCKEditor is one of the most mature editors out there, and
it’s available in more languages than you can shake a stick at —
without you even having to detect languages or write code. It’s
got support for uploading and managing files and images as
well, but that isn’t shown in this article, simply because I don’t

(vet) understand enough Python to implement it correctly.

« jQuery has an awesome, simple syntax for dealing with ele-
ments on the page, much like a combination of YAHOO.uti1.
Selector and YAHOO.uti1.Dom, but it’s much easier to grasp

and use. That’s certainly not the full extent of what can be
done with jQuery; 'm mainly using it to add and remove

classes from various elements on the page.

The system had to use regular links that can be followed by robots
like Google and Yahoo, and by people who don’t have JavaScript
enabled.

A disclaimer is in order: This article shows code that works on
more than 95% of all browsers out there, but parts of it don’t work
in Opera. I've tried it in Firefox, Chrome and Internet Explorer.
Since Chrome and Safari have much in common, I’d assume that
it works there too, but I haven’t tried it myself. The only thing
that doesn’t work in Opera is the support for Back/Forward in the

browser, everything else should work fine.

Keeping track of History

This turned out to be the most difficult of all, contrary to what
I'd thought as I started the work. It turns out that there has to be
quite a few bits and bobs in place in order for History to operate
correctly. First of all, you've got to have the HTML code in listing
1 somewhere in your HTML file. You also need to paste the code

contained in Listing 2 and place it in the assets directory, naming it
blank.html.

<iframe id="yui-history-iframe" src="/assets/blank.
html1"></1iframe>
<input id="yui-history-field" type="hidden">

Listing 1
<html><head><title>bhm</title></head><body>&#160;</
body></html>

Listing 2
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Listing 3 contains a few utility functions that we need in order to
get the rest working, and a couple that are just generally useful. I
started out with the Prototype library, so I always want the ease of
typing $("elementid") instead of something longer. This does
clash with jQuery’s use of the $ function, but jQuery also provides
the jQuery function, so this is not a problem. The isEmailvalid
function doesn’t cover all edge cases, but it’s easy to understand,
and that’s more important for me. checkRequiredFields is used
throughout the site to perform checks on forms before they’re
posted, and expects a two dimensional array with [field, error mes-
sage] pairs. The cache management routines are very basic; they use
an array for storage rather than going for hashing, which would be
better for a large site.

function $(el)

{
return document.getElementById(el);
}
function isEmailvalid(eml)
{
var EmailOk = true,
AtSym = eml.index0f('@"'),
Period = eml.lastIndexOf('."'),
Space = eml.index0f("' "),
Length = eml.length - 1;

if ((AtSym < 1) ||
(Period <= AtSym+1)
(Period == Length )
(Space != -1))
return false;
return true;

}

function checkRequiredFields(f1ds)
{
var ok = true;
for (var i=0; i<flds.length; i++)
if (Flds[i][0] == "")
{
jQuery("#" + flds[i][1]).
removeClass("noshow");
ok = false;
}
else
jQuery("#" + flds[i][1]).addClass("noshow");
return ok;

}

function urlToSection(url)
{
var ret = url.replace("http://", "").
replace("https://", "),
ix = ret.index0f("?");
if (ix > 0) ret = ret.substr(0, ix);
ret = ret.substr(ret.index0f("/") + 1, ret.length);
if (ret == "")
ret = "home";
return ret;

}

function onlyRoot(section)

{

var ix = section.index0f("/");

if (ix > 0)
return section.substr(0, ix);
else
return section;
}
function fetchFromCache(url, dest)
{
for (var i=0; i<contentCache.length; i++)
if (contentCache[i].url == url)
{
$(dest).innerHTML = contentCache[i].content;
return true;
}
return false;
}

function addToCache(url, content)

{
contentCache[contentCache.length] = {"url": url,
"content": content};

}

Listing 3

Now on to the meat of the History: Listing 4 contains the startup

code to get the main class (YAHOO.uti1.History) up and running.

The code needs to be in exactly that order. First off, we determine
which section should be loaded; this could come from the URL
(people using the old site with that kind of URL, i.e. /dl to down-
load or /reg to get registration information) or from the book-
marked state, which is determined by the History manager and
maintained in the #navbar URL fragment.

currentSection = urlToSection(window.location.href);

bookmarkedSection = YAHOO.util.History.
getBookmarkedState("navbar");

initSection = bookmarkedSection || currentSection ||
"/

YAHOO.uti1.History.register("navbar",
currentSection, function (state) {
loadSection(state);
b
YAHOO.uti1.History.onReady(function () {
initSite(Q);
b

try {
YAHOO.util.History.initialize("yui-history-field",
"yui-history-iframe");
} catch (e) {
loadSection(initSection);

}

Listing 4

Now it’s time to register our navigation with the History manager,
providing the initial state determined above. After that, we hook
into YAHOO.ut1i1.History.onReady in order to be told when we
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need to initialize the application. The Yahoo documentation isn’t
completely clear on why this is needed, but putting it in there seems
to be absolutely required. The last step is to actually initialize the
History module, passing in the identifiers of the hidden field and
iframe I showed in Listing 1. This is where the system could raise
an exception, if the browser isn’t supported. In that case, I go ahead
and load the usual way - but then the Back/Forward buttons won’t
work.

In addition to all this JavaScript code, you also need to adjust your
server code, so that it only outputs the HTML for the part that is
changing on the page, but only when it receives the instruction to
do so. I choose to implement an easy query string parameter named
bubbling, and add that every time I only want to load content, not
everything around it. See listing 5 for some Python code setting up

this, and listing 6 for a snippet of a Django template using it.

class MyBasicHandler(webapp.RequestHandler):
def templateResults(self, tpl, vals):

if self.request.get("bubbling™) != "1":
vals["nobubbling"] = 1

path = os.path.join(os.path.dirname(__file_),
'templates', Ing, tpl + ".htm1")

ret = template.render(path, vals)

return ret

def output(self, tpl, vals):
self.response.out.write(self.templateResults(tpl,
vals))

Listing 5

{% if nobubbling %}

<!DOCTYPE html PUBLIC "-//W3C//DTD XHTML 1.0
Transitional//EN"

<!-- the rest of the head and the first part of the
body (i.e. the menu) goes here -->

{% endif %}

Here's the actual content of the page.

{% if nobubbling %}

</body>

</html>

{% endif %}

Listing 6

Getting the Bubbling going

Listing 7 shows the code that actually does the loading and ini-
tialization work for the site. Pay attention to the special handling
of whether there really is a need to load a new section, and to the
special handling the first time the code is called, in order to get the
menu to reflect what section we’re in.

function loadSection(toSection)
{
var url;
if (toSection == "home")
url = "/?bubbling=1";
else
url = "/" + toSection + "?bubbling=1";

if (toSection != currentSection)
{
if (callBeforeUnload)
{
callBeforeUnload();
callBeforeUnload = null;
}
currentSection = toSection;
jQuery("#topmenu #nav 1i").
removeClass("activelink");

jQuery("#topmenu #nav #" + onlyRoot(toSection)).

addClass("activelink");
if (!fetchFromCache(url, "content_inner"))
YAHOO.plugin.Dispatcher.fetch("content_inner",
url, { onLoad: function() {
if (callBeforeUnload == null)
addToCache(url, $("content_inner").
innerHTML) ;
D
}
else if (firstLoad)
{
jQuery("#topmenu #nav 1i").
removeClass("activelink");

jQuery("#topmenu #nav #" + onlyRoot(toSection)).

addClass("activelink");
if (callBeforeUnload == null)
addToCache(url, $("content_inner").innerHTML);
firstLoad = false;
}
}

function initSite()
{
loadSection(YAHOO.utiT.History.
getCurrentState("navbar™));
}

Listing 7

To facilitate loading JavaScript, we also need to add support for
calling a JavaScript method before the next section is loaded, i.e. to
stop event handlers and ongoing animations. This is also our clue
not to cache these pages, since that could interfere with the proper

functioning of the page.

In order for the links to stop reloading the page, we need to do two

things:

o Add arel="bubbling” or class="bubbling” (if the link already

has a rel attribute) to each link.

October 2009

JSMag

1 copy licensed to rharding@mitechie.com 10/07/2009 12:50:25 PM



o Add the code in Listing 8 to our initialization. That code
makes all links with either rel or class set to bubbling behave
like we want them to, loading the section and then cancelling
the event.

YAHO0O.Bubbling.addDefaultAction('bubbling',
function (layer, args) {
var url = args[1l].target.href, toSection =
urlToSection(url);
YAHOO.util.History.navigate("navbar",
toSection);
YAHOO.uti1.Event.stopEvent(args[0]);
return false;
}
K

Listing 8

That only takes care of links that are already on the page before-
hand. For the submenu under the top level, we need to add event
listeners manually. In my case, I even construct the submenu
manually, but that’s optional.

Using regular links like this means that the whole site is just as
search engine friendly as a ‘normal’ site, and that people without

JavaScript can use most of it too.

Editing content in place

This should, in my opinion, be the way all sites are edited. Being
able to just click on the text that needs editing is so simple that even
a word processing monkey could do it, so most users shouldn’t have
a problem getting to grips with it.

The first step is to clearly mark the portions of the page that can be
edited. Listing 9 shows a sample, with a class and an id. The id part
is passed to the server to tell it where to save the edited text, and the

class is used to give the area a special look when editing is enabled.

<div class="editable" id="index_main">
The content goes here.
</div>

Listing 9

My administration system loads the site in an iframe, so the code
looks for the initWebEditor function in the parent frame. Listing
10 has JavaScript code that loads a CSS file to give the editable areas
a new look when you hover your mouse over them, but only if the
function is defined in the parent frame. It also calls that function

when it’s there, to initialize the editing.

if (typeof parent.initWebEditor != "undefined")
try {

parent.initWebEditor();
YAHOO.util.Get.css("/css/editor.css");
} catch(e) {
}

Listing 10

Listing 11 contains all JavaScript code needed to get editing work-
ing. Nothing is started in here, since that is done from the frame
containing the content to be edited. This split between content and
code that works on it makes things a little more difficult than if the
code was on the same page, but this is how I did it, mainly to have
the editor inside a tab of the administration system. Instead of rely-
ing on YUTI or jQuery to provide functionality, some of it has to be
rewritten using traditional DOM calls.

var
E = YAHOO.util.Event, D = YAHOO.util.Dom, divs,
editing, editorDiv, fck, savingDiv;

function clicked(div)
{
editing = div;
var w = div.offsetWidth, h = div.offsetHeight, doc
= frame.contentWindow.document, prevEditor = doc.
getETementById("fck_runtom");
div.style.display = "none";
if (prevEditor)
{
prevEditor.parentNode.removeChild(prevEditor);
prevEditor = null;
}
fck = new FCKeditor("fck", w, h, "Default", div.
innerHTML) ;
editorDiv = doc.createETement("DIV");
editorDiv.id = "fck_runtom";
editorDiv.innerHTML = '<iframe name="saveframe"
width="0" height="0" frameborder="0" border="0"
style="border: Opx; display: none"></iframe>' +
'<form name="fckfrm" target="saveframe"
method="post" action="/admin/dbintf" onsubmit="parent.
webEditorCleanupBeforeSave(); return true;"><input
type="hidden" name="op" value="savecontent">' +
'<input type="hidden" name="1id" value="' + div.id
+ '">" + fck.CreateHtm1() + '</form>';
div.parentNode.appendChild(editorDiv);

savingDiv = doc.createElement("DIV");

savingDiv.innerHTML = '<table border="0"
cellspacing="0" cellpadding="0" width="" + w + ""
height=""' + h + ""><tr><td align="center">Saving
changes<br><br><img src="/images/loading.gif"
width="32" height="32" border="0"></td></tr></table>";

savingDiv.style.display = "none";
div.parentNode.appendChild(savingDiv);
}
function findDiv(el)
{
while (true)

{
for (var i=0; i<divs.length; i++)
if (divs[i] el)
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return el;
el = el.parentNode;
}
}

function initWebEditor()
{
divs = frame.contentWindow.document.
getElementsByTagName("'DIV");
for (var i=0; i<divs.length; i++)
if (D.hasClass(divs[i], "editable"))
E.addListener(divs[i], "click", function(e) {
var tgt = E.getTarget(e);
clicked(findDiv(tgt));
E.stopEvent(e);
b
}

function webEditorCleanupBeforeSave()
{
editorDiv.style.display =
savingDiv.style.display =

"none";
"block";
}

function webEditorAfterSave()

{
var doc = frame.contentWindow.document;
editing.innerHTML = doc.getETementById("fck").value;
editorDiv.parentNode.removeChild(editorDiv);
editorDiv = null;
savingDiv.parentNode.removeChild(savingDiv);
savingDiv = null;
editing.style.display = "block";

E.onDOMReady (function() {
frame = $("webpage");
s

Listing 11

The initialization routine initWebEditor retrieves a list of all edit-
able div elements (those with class editable), and then hooks up a
listener for click events to each of them. Once a div is clicked, we
need to find it, since the event is fired by some element within the
div. Once we know which div to edit, we replace its content with the
HTML code for the FCKEditor. It’s worth noting that I choose to
have a separate iframe to post the form to, in order to avoid learn-
ing how to actually hook into the buttons in FCKEditor. This isn’t
optimal, but it works. The Python code responsible for saving the
content outputs a short snippet of HTML and JavaScript code that
calls the webEditorAfterSave function to destroy the FCKEditor

and show the new content in its place.

Server side

You can download an archive containing almost all of the code that
I use for my site at http://www.podbreeze.com/downloads/jsmag_

code_2.zip. The archive contains the following directories:

o Python: This is the actual system that I use to facilitate down-
loads of and provide information about PodBreeze, a program
for downloading podcasts (such as Web Dev Radio). The site is
running on Google App Engine, and is written in Python. Do
bear in mind that I'm extremely new at Python, so don’t laugh
too hard if you look at the code. But I might've done some-
thing right in there, so do take a look

« Python/js: The JavaScript source for the script running the
whole site. You also need to put a recent version of jQery here
as jquery.js in order to get it working.

« Python/css: The style sheets for the administration and visitor
parts

« Python/templates/sv and Python/templates/en — Templates for
the site, in English and Swedish

 Python/yui: This directory is emptys; fill it with a recent version
of YUL (Alternatively, use the Yahoo or Google CDNG).

« Python/fckeditor: Empty as well; get a recent version of
FCKEditor and put it in here.

Python/images: Another empty directory, since you don’t need
images to get this working, but here’s where I store my images.

o PHP: A simple example of how to do something similar to
what I've done in the Python dir, mainly to illustrate the use of
the ?bubbling=1 in PHP.

Please go ahead and visit the site over at http://www.podbreeze.
com to see the visitor part of this in action. You won’t be able to see
the inline editing, but the rest is there. Some comments and vari-
able names are in Swedish, but you should be able to get most of it
anyway.

Getting the required libraries

I’'m not reinventing the wheel here, so you’ll have to download the
following libraries to make any use of the code in this article:

o The Yahoo User Interface library from http://developer.yahoo.
com/yui

o The Bubbling library from http://www.bubbling-library.com
o The jQuery library from http://www.jquery.org

« The FCKEditor from http://www.fckeditor.org

Christian is a programmer living in Kristianstad, Sweden and
works for a small consulting company there. He has been doing
various forms of programming since 1984, using Cobol, Fortran,
assembly, various Basics, Pascal, Delphi, PHE, JavaScript and lately
some Python for the Google App Engine. His day-to-day work is
done in PHPB, JavaScript and Delphi.
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JavaScript Patterns
Part 4: Constructors

(reating objects using constructor functions

Stoyan Stefanov ssttoo@gmail.com http:/phpied.com

This article is the fourth installment in our JavaScript patterns
series. In this article, we discuss constructor functions, and their
use as a way to create new objects. We also take a look at how
you can make sure your constructor functions always act as
constructors.

Creating objects with constructors

In JavaScript, objects are mutable hashes of key-value pairs. You
can create objects by simply using the object literal notation, which
was discussed in the first installment of the JavaScript patterns
series (June 2009 issue of JSMag). Alternatively, you can create
objects using constructor functions, as shown in listing 1.

var adam = new Person("Adam");
adam.say(Q; // "I am Adam"

Listing 1. Creating an object using a constructor function

This new pattern looks very much like creating an object in Java,
using a class called Person. The syntax is similar, but in JavaScript
there are no classes, and Person is just a function.

Listing 2 shows how this function could be defined.
var Person = function(name) {
this.name = name;
this.say = function() {
return "I am " + this.name;

}s
1

Listing 2. Defining a Person constructor function
When you invoke the constructor function with new, the following
happens inside the function:

« an empty object called this is created,

« properties and methods are added to this,

o this isreturned at the end.

It’s as if, behind the scenes, something like the code shown in list-

ing 3 happens.

var Person = function(name) {
// var this = {};
this.name = name;
this.say = function() {

return "I am " + this.name;

};
// return this;

};

Listing 3. Creating and returning this behind the scenes

Constructor return values

When invoked with new, a constructor function always returns an
object. If you don’t do anything special, it’s the this object that’s
returned. If you don’t add any properties to this, the empty this

object is returned.

Constructors implicitly return this, even when you don’t have a
return statement in the function. You can return any other object
of your choosing, though. In listing 4, an object called that is cre-

ated and returned.

var Objectmaker = function() {
this.name = "This is it";
var that = {};
that.name = "And that's that";
return that;

1
// test
var o = new Objectmaker();

alert(o.name); // "And that's that"

Listing 4. Returning an object other than this

JSMag

20

October 2009

1 copy licensed to rharding@mitechie.com 10/07/2009 12:50:25 PM



As you can see, you have the freedom to return any object in your
constructors, as long as it’s actually an object. Attempting to return
something that’s not an object (like a string, or a boolean value
such as false) will not cause an error, but will simply be ignored,
and this will be returned instead.

Patterns for enforcing new

What happens if you forget new when you invoke a constructor?
Well, it won’t cause syntax or runtime errors, but it might lead to
logical errors and unexpected behavior. When you forget to invoke
with new, this inside the constructor will point to the global ob-
ject, called window in browsers.

So, when your constructor has a property like this.member, and
you invoke the constructor without new, you're actually creating a
global variable called member that’s accessible through window.
member (or simply member).

With that explained, how do you make sure that a constructor

function is always called with new?

Naming convention

A naming convention could help visually identify which functions
were meant to be constructors. Simply uppercasing the first letter
in constructor names (listing 5) and lowercasing it in “normal”
functions and methods can provide a clue as to the correct way to

call the function.

function MyConstructor({}
function myFunction(Q{}

Listing 5. Constructor naming convention

Checking this

Following a naming convention can certainly help, but it merely
suggests how things should be done. To enforce the correct behav-
ior, we can introduce a slight workaround (listing 6) that helps you
make sure your constructor always behaves as constructor. Instead
of adding all members to this, you add them to that. Then, you
also check if this points to window - if it does, it means someone

forgot to use new.

function Person() {
var that = (this
that.name = name;
that.say = function() {
return "I am " + that.name;

window) ? {} this;

1

return that;

Listing 6. Enforcing proper constructor behavior

Checking this in any environment

Comparing this to window will work in a browser, but in non-
browser environments, the global object may not be called window.
So another way to enforce new (which will work in any environ-
ment) is to check if this is an instance of your constructor. This is

shown in listing 7, assuming the constructor is called Person.

var that = (this instanceof Person) ? this {};

Listing 7. Using instanceof to enforce new

Another general-purpose way, as shown in listing 8, is to use argu-
ments.callee, instead of hard-coding the constructor name. This
pattern uses the fact that inside every function, an object called
arguments is created, containing all parameters passed to the
function when it was invoked. arguments has a property called

callee, which points back to the function that was called.

var that = (this instanceof arguments.callee) ? this

: 1}

Listing 8. Using arguments.callee to enforce new

Prototype

Once you've created an object, it’s automatically assigned a proto-
type object. Because of this, you can add properties and methods
to the prototype property of your constructor function. Then, all
objects created with this constructor will have access to everything

you add to the prototype, like in listing 9.

function(name) {
name;

var Person =
this.name =

b

Person.prototype.say = function() {
return this.name;

b

var adam = new Person('Adam');

alert(adam.name); // "Adam"

alert(adam.say()); // "Adam"

Listing 9. Using the prototype

The prototype properties are shared among all objects created with
the same constructor. This has the benefit of saving memory by not

redefining the same method. For example, the say() method in

Continued on page 23
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Community News

By Matt Henry

A widely used WYSIWYG editor gets an overhaul, Python & Lisp
fanatics implement their favorite languages in Javascript, we get
a handy new tool for managing dependencies in Javascript and
CSS, and a whole bunch more.

CKEditor 3.0 is released
The popular browser-based WYSIWYG rich text editor, CKEditor

(nee FCKEditor), has undergone a complete rewrite culminating in
its brand new 3.0 release (http://cksource.com/blog/CKEditor_3.0_
is_here). The new version boasts performance gains, accessibility
improvements, and a spanking new Javascript API for tight integra-
tion into your app and added extensibility, among many other new
features. If you need to add a WYSIWYG editor to any of your
projects, take a look at CKEditor.

Lisp-y Javascript

One of the great things about Javascript is the flexibility it allows
you to code in either a functional or object-oriented style. Many of
the functional aspects of Javascript can trace their inspiration back
to the venerable Lisp. Indeed, some developers have undertaken to

bring even more Lisp-y goodness into current Javascript practice.

Nick Fitzgerald has started work on a simple implementation

of Lisp-style macros in Javascript (http://fitzgeraldnick.com/
weblog/3/). It’s really just a proof of concept (Fitzgerald says as
much), and uses eval(), so it doesn’t scale and is a pain to debug,
but it’s nice to think we might eventually be able to hack together a
lightweight, library-less way of taking some of the verbosity out of

functional programming in Javascript.

A considerably more robust attempt at expanding the support for
functional Javascript is a library developed by Oliver Steele called
(oddly enough) Functional Javascript (http://osteele.com/sources/

javascript/functional/). Steele has done an amazing job of imple-

menting many of the constructs and utilities you'd expect to see in
a mature functional language in Javascript (e.g. lambdas, mapping,

currying, and tons more).

It’s worth stressing that Steele has done more than just port some
of Lisp’s native functions to Javascript. Indeed, he has teased some
extremely subtle and powerful functionality out of Javascript, and
you could learn a heck of a lot about functional programming as
well as just what’s possible with Javascript by using and studying
this library.

What’s more, Eugene Lazutkin has ported the library to Dojo, so
definitely check that out if that’s your framework of choice (http://
lazutkin.com/blog/2008/jan/12/functional-fun-javascript-dojo/).

Combiner

The always prolific Nicholas Zakas has come out with an exremely
useful tool for managing dependencies is Javascript & CSS. The
tool, called Combiner (http://www.nczonline.net/blog/2009/09/22/
introducing-combiner-a-javascriptcss-concatenation-tool/) works
by constructing a single file that includes all of your required code
in the order in which the dependencies are specified. So by insert-

ing a special comment like:

/* requires uberLib.js */

into your Javascript and invoking Combiner (either manually from
the command line or via whatever build/deployment system you
have in place) you’ll get one output file with all of your code in it in

the proper order (that is, the order you specified).

This handy tool gives you a great way to keep your files organized
however you like in your development environment, while still al-
lowing you to keep the number of HT TP requests down in produc-
tion. Of course, the real value of the tool shines when you use it as
part of an automated build process, which of course, everyone is
doing already... right?
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Skulpt: Run Python in your browser with
Javascript

If you want to run Python code in your browser, you now have

a couple of options: Pyjamas, which has been around for a little
while, and now Skulpt (http://www.skulpt.org/). While they both
achieve similar outcomes, Skulpt takes a completely different
approach from Pyjamas. The latter is a straight port of GWT to Py-
thon, and so uses server resources to compile Python to Javascript.
On the other hand, Skulpt is written in pure Javascript and runs
entirely in the browser. So, as its developers say on the project’s
homepage, “just write Python and push F5.”

The long-term goals for Skulpt include a Python-based web GUI
framework, presumably along the lines of Cappuccino. For now,
though, the mere fact of being able to run Python code directly in
the browser should be enough to set any Pythonista’s heart afire.

Raphael 1.0

The first release candidate version of Raphael 1.0 was just released
(http://raphaeljs.com/1.0.html). Raphael is a library for creating
vector graphics in the browser using SVG in browsers that support
it, and falling back to VML in Internet Explorer.

Using Raphael is simple. It provides a quick way of creating a
Canvas node on the DOM, as well as a vastly simplified wrapper

Patterns Continued from page 21

around the HTML5 Canvas drawing APIs. So instead of calling all
of the various stroke, fill, and path methods that come with Canvas,
Raphael allows you to simply create a shape and specify its bound-
ing coordinates, line colors & weights, etc., and fill colors, and it
takes care of the rest behind the scenes.

Raphael even lets you easily create Canvas animations.

Tools like this are incredibly important as the Open Web continues
to make inroads on proprietary technologies like Flash, so defi-
nitely take a minute to check out the Raphael project.

John Resig’s Learning Advanced Javascript

One last quick note about a handy resource from jQuery’s John
Resig: a slick little interactive presentation called “Learning Ad-
vanced Javascript” (http://ejohn.org/apps/learn/). In the presenta-
tion, Resig covers a number of high-level concepts in Javascript
such as closures, prototypes, and method overloading via func-
tions’ length property, to name just a few. It’s heavy on code, and
fairly light on explanation, but the examples are clear, and the
intermediate Javascripter should be able to follow along pretty well.

Matt is a front-end engineer at Yahoo! Mobile. He is a web stan-
dards aficionado, and an enthusiast for dynamic languages and
functional programming. He lives in San Francisco with his fiance,
Staci, and their two Schnauzers.

listing 10 is defined only once. If it were declared as this.say in-
side the constructor, then it would have to be recreated every time
you create a new object using the Person constructor.

When working with prototypes...

There’s a general rule of thumb for working with prototypes - if
you have properties and methods that you mean to share (and pos-
sibly later inherit), you should add them to the prototype.

The prototype is most often used to contain somewhat global methods,
as these methods are likely to be the same for all the instances created
with the constructor. Properties that are specific to every instance
(such as name, in listing 9) are better defined as their own properties.

That concludes this installment of our patterns series. You learned
about patterns for defining and using constructors and prototypes, as
well as ways of making sure that your constructors always behave as
constructors, even when they’re invoked in a non-constructor way.

Thanks for reading!

Stoyan Stefanov is a Yahoo! Search front-end engineer, author of
Object-Oriented JavaScript, creator of smush.it image optimizer
and architect of YSlow 2.0. He blogs at http://phpied.com and
tweets as @stoyanstefanov.
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